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Abstract:
This study introduces the development of an inno-
vative Question Answering System(QAS) for the
Malayalam language in the health domain, aiming
to bridge the gap between human language compre-
hension and machine reasoning, using advanced
NLP techniques, transformer-based models and
Large Language Models. This research presents a
sophisticated approach to understanding and re-
sponding to health-related queries in the Malayalam
language. Trained different BERT models AL-
BERT, DistilBERT, StructBERT, and RoBERTa
with Malayal health data set and then Fine-tuned
the models with the MQuAD (Malayalam Question
Answering Data set) and then compared the per-
formance of different BERT models. Subsequently,
proposed a hybrid LLM- BioQA-BERT by inte-
grating LLaMA with BERT model RoBERTa. The
proposed model demonstrates a notable increase
in the F1 score of 0.9028, indicating an enhanced
Question Answering performance. Despite the
inherent linguistic complexities of the Malayalam
language and the current state of research in
this field, this study makes substantial progress
towards effective man-machine communication in
the health sector, offering a solid foundation for
future advancements in Malayalam QAS.
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1 INTRODUCTION

Human-computer interaction has been a longstanding mis-
sion of mankind since the advent of Artificial Intelligence
(AI) and Natural Language Processing (NLP). Nowadays,
Large Language Models (LLMs) have gained a significant
impact in this area. It emphasizes the critical role of
NLP, Machine Learning (ML), and Deep Learning (DL)
techniques [1] in enabling computers to understand and
analyze natural language, opening the door to effective
human-machine communication. Due to the vast amount of
data available online and the high demand for Information

Retrieval (IR) in real-time, Question Answering Systems
(QAS) and Information Retrieval Systems (IRS) are iden-
tified as one of the most dynamic research areas.

Recently Large Language Models (LLMs) become a revo-
lutionary leap in the process of efficient human-computer in-
teraction. These systems can sort through the vast amount
of internet data to deliver accurate and contextually ap-
propriate responses to user inquiries in real-time. They
achieve this by utilizing the enormous processing power and
complex algorithms of LLMs. Because of their outstanding
skill at parsing and interpreting large corpora to extract
useful information, language models (LLMs) can compre-
hend complicated language patterns, semantics, and user
intent. The impact of LLMs in question answering extends
beyond mere information retrieval; it involves comprehen-
sion of natural language that allows for a more interac-
tive, intuitive, and productive dialogue between humans
and machines [2]. LLMs are advancing rapidly, transform-
ing human-computer interactions and making it easier to
access information.

This paper proposes a novel approach by integrating the
BERT model, RoBERTa [3], along with LLaMA, to develop
a QAS specifically for the health domain in the Malay-
alam language. The BERT models were implemented as
a reader retriever pipeline architecture. Also, use LLaMA
for the generation of the most accurate and relevant result.
This research significantly enhances Malayalam Question
Answering Systems by creating and annotating a Malay-
alam dataset-MQaAD, in the SQuAD format. Then fine-
tuned various BERT models with the MQuAD corpus, and
developed a novel model, BioQA-BERT, through the inte-
gration of LLaMA [15] with the optimized BERT model,
RoBERTa[12]. The objective of this study is to bridge the
gap in Malayalam NLP research, particularly in critical in-
formation dissemination like health.

2 REVIEW OF LITERATURE

This section looks closely at existing studies, ideas, and
findings related to the research topic. Its main goal is to
outline the key knowledge and breakthroughs that have in-
fluenced the field so far.



Kim, Yohan, et al.[5] investigate to address the labor-
intensive process of manually looking through large
amounts of textual data to find information about infras-
tructure damage. The study suggests a Question Answer-
ing method to extract information from this type of data
that is automatically damaged, therefore streamlining the
process of effective infrastructure design. The proposed ap-
proach uses a natural language model—the bidirectional
encoder representations from transformers BERT—for in-
formation retrieval. A subset of over 100 reports from the
National Hurricane Center was used to train and assess the
model, yielding 533 question-answer pairs. Further testing
was conducted with various question-answer pairs contain-
ing earthquake-related data for the storm and earthquake
data sets. The system’s F1 scores were assessed as 90.5%
and 83.6%, respectively.

Zhuyin and Jamie [6] introduced a transformer model,
BERT to enhance text comprehension in the realm of In-
formation Retrieval. Particularly, BERT is used for ad-hoc
document retrieval in which the input consists of query and
document tokens concatenated, with the two segments dis-
tinguished by a unique token [’SEP’]. Concatenated tokens
are embedded to produce the token embeddings; word order
is maintained by using the position embedding.

In a work, Dan Su, Xan Xu, et al. [7], propose a multi-
task learning framework that influences large pre-trained
language models to enhance the generalization ability of
Question question-answering systems. The method utilizes
a multi-task learning goal to jointly optimize a pre-trained
language model for several QA tasks after fine-tuning it on
numerous Reading Comprehension data sets. Based on ex-
perimental data, the suggested method achieves an average
F1 score of 68.98 and an Exact Match score of 56.59, which
is better than the BERT-Large baseline on more compre-
hensive QA tests.

A study on Large-Scale Relation Learning for Ques-
tion Answering over Knowledge Bases using Pre-trained
Language Models is presented by Yuanmeng, Rumei, et
al.[8] Their recommendation is to improve the scoring sys-
tem used to rank candidate answers by implementing pre-
trained language models that resemble BERT. To make it
easier for natural language expressions to align with re-
lations in the Knowledge Base (KB), the study presents
three relation-learning activities. The suggested technique
performs better than the others, according to comparative
evaluations using different baselines. Pre-trained language
models might increase sensitivity to hostile examples and
provide additional data biases, among other possible dan-
gers. Users must therefore proceed with caution and make
sure that these resources are prepared in a way that is con-
sistent with task relevance, impartial representation, and
ethical considerations.

In a paper Singal, Karan, et al.[9] discuss the develop-
ment of a large language model called Med-PaLM 2, which
is designed to answer medical questions with expert-level

accuracy. They compare Med-PaLM 2 to earlier models
and show off its improved performance on various medi-
cal QA assignments. While recognizing the issues that still
need to be resolved, such as guaranteeing the model’s ethi-
cal and legal compliance, talk about the possible uses of this
technology in the medical profession, such as improving pa-
tient outcomes and lowering healthcare expenses. Overall,
the study emphasizes the remarkable advancements made in
the application of artificial intelligence to healthcare, and it
makes the case that more studies in this field may be highly
advantageous for both patients and healthcare profession-
als.

It is clear from examining the body of literature that
most research has been conducted in English or another
global language. Even while native languages like Thamil
and Kannada have a dearth of research works devoted to
them, it is significant that prominent semantic QA systems
have not yet evolved for the Malayalam language.

3 METHODOLOGY

This research introduces a hybrid BERT model, BioQA-
BERT, specifically designed for Malayalam question-
answering in the health domain. The model builds upon the
strengths of the RoBERTa model and LLaMA to offer en-
hanced performance. Initially, trained various BERT mod-
els, ALBERT, DistilBERT, StructBERT, and RoBERTa,
with the Malayalam SQuAD-style dataset [10], MQuAD,
and employing a reader-retriever pipeline for the question-
answering model. RoBERTa emerged as the most effective,
showing a superior understanding of the Malayalam lan-
guage in the health domain. The BioQA-BERT was de-
veloped by integrating RoBERTa with LLaMA, which was
further fine-tuned on the MQuAD corpus to better cap-
ture the context and meaning of Malayalam. This integra-
tion significantly boosts the accuracy and efficiency of the
question-answering system for Malayalam health-related in-
quiries.

3.1 BERT-Bidirectional Encoder Repre-
sentations from Transformers

BERT stands for Bidirectional Encoder Representations
from Transformers, is an innovative model in the field of
Natural Language Processing(NLP). Developed by Google
AI researchers. BERT is built on the Transformer archi-
tecture [11] The Transformer model employs self-attention
mechanisms to process input data, allowing it to weigh the
importance of different parts of the input relative to each
other. This approach enables the model to understand the
context of words or elements in a sequence.

BERT focuses on the encoder part of the Transformer
architecture to generate its contextual embedding. Unlike
traditional language models, BERT is designed to analyze
text in both directions simultaneously. This bidirectional
training strategy allows BERT to consider the full con-
text of a word by looking at the words that come before



and after it in a sentence. BERT involves two stages in
its approach: pre-training and fine-tuning. During pre-
training, the model is trained on a large corpus of text with
two unsupervised tasks: Masked Language Model (MLM)
and Next Sentence Prediction (NSP) [12]. MLM randomly
masks some of the tokens from the input, and the model
needs to predict the original token based on the context.
NSP predicts whether two segments of text appear con-
secutively in the original text. This pre-training helps the
model learn a deep understanding of language patterns and
structures. However, BERT uses the self-attention mech-
anism. While not encapsulating the entirety of BERT’s
complexity, the self-attention [13] mechanism is calculated
as shown in Equation 1.

Attention(Q,K, V ) = softmax

(
QKT

√
dk

)
V (1)

Q is the query matrix
K is the key matrix
V is the value matrix
dk is the dimension of the key vectors
The softmax function is applied to the scores to obtain
the attention weights, which are then used to compute a
weighted sum of the value vectors.

Various BERT models used for this study are ALBERT,
DistilBERT, StructBERT, and RoBERTa. RoBERTa is a
Robustly optimized BERT, model, which modifies BERT’s
pre-training procedure for improved performance; Distil-
BERT, a smaller, faster, cheaper, and lighter version; and
ALBERT (A Lite BERT), which aims to reduce the model
size and training time without compromising performance
and StructBERT, integrates language structures into the
BERT pre-training stage, such as word- and sentence-level
ordering [14]. Each of these models adapts and extends
BERT’s original architecture to suit different downstream
tasks.

3.2 LLaMA

LLaMA is a Large Language Model Meta AI, developed by
Meta and based on the trans-former architecture. It is an
auto-regressive language model with four sizes and parame-
ters ranging from 7B to 65B. The primary goals of LLaMA
are application exploration, evaluation of existing language
models, strategy enhancement [15], and risk management
related to AI language models. With possible applications
like chatbots, translation, question answering, text gener-
ation, content creation, and data analysis, among others,
LLaMA fared better than all other models in tests and eval-
uations despite being smaller.

LLaMa is used to improve the BERT model’s question-
answering accuracy. Answer choices are made using exter-
nal knowledge that includes question details and response
possibilities. The use of prompt optimization, in which ap-
propriate prompts assist in recognizing and producing more
likely replies, is used to increase the accuracy of answer se-
lection. The BERT model’s output is passed through an

Figure 1: Malayalam Health Data

Figure 2: Data Annotation using Haystack

adjusted LLaMa. The prompt duration, question topic, and
answer location are all taken into account while optimizing
the input to LLaMa.

3.3 Data Set

For this research, a comprehensive health corpus was col-
lected from several reputable sources such as TDIL [16],
Kerala gov.in[17], etc. The corpus consists of diverse raw
documents about health encompassing information on var-
ious diseases, symptoms, remedies, and more information
related to health and wellness as shown in Figure 1.

The health data set has to be manually modified and
cleaned in the first step. After that, the haystack annota-
tion tool was used to annotate it further. The annotated
data set MQuAD as in SQuAD formate. SQuAD is Stan-
ford University Question Answering Data set. The annota-
tion process is shown in Figure 2 and the annotated data
set is shown in Figure 3 in JSON file format.

For the specific requirements of our research work, opted
for the JSON format, which encapsulated distinct fields for
questions, IDs, and corresponding answers for each docu-
ment. The MQuAD Corpus comprises a dataset of 50,000
questions and their corresponding answers related to health.
The questions exhibit a range of word lengths, with a min-
imum of 3 and a maximum of 14 words. On average, the



Figure 3: MQuAD corpus in JSON format

questions are approximately 5 words long. Similarly, the
answers in the corpus vary in length, with a minimum of
18 words and a maximum of 260 words. The average word
length of the answers is approximately 120 words.

3.4 Implementation of BioQA-BERT

The implementation of the proposed BioQA-BERT QA
model was achieved with the BERT model, RoBERTa,
and then integrated with the Large Language Model,
LLaMA, to enhance its capabilities. Initially trained var-
ious BERT models, ALBERT, DistilBERT, StructBERT,
and RoBERTa, with Malayalam health data set. After that
fine-tunined the models with the Malayalam SQuAD-style
question-answering dataset, MQuAD. Following this, a
question-answering model was implemented using a reader-
retriever pipeline architecture. The performance of these
models was then compared to identify the most effective
approach for Malayalam language question answering, par-
ticularly in the health sector.

The comparative evaluation of different BERT models re-
veals that the optimized BERT model, RoBERTa, achieved
the highest F1 score on the MQuAD corpus, indicating su-
perior performance in understanding and processing Malay-
alam language questions and answers. Building on this suc-
cess, a hybrid question-answering model was developed by
enhancing RoBERTa with the integration of the powerful
Large Language Model, LLaMA. To further refine its capa-
bilities, LLaMA was fine-tuned using the MQuAD corpus.
This fine-tuning process involved adapting LLaMA to the
specific linguistic specifics and complexities of the Malay-
alam language. The refined LLaMA model was then com-
bined with the previously optimized RoBERTa model. This
strategic integration aimed to utilize the strengths of both
models, thereby significantly improving the overall accuracy
and effectiveness of the question-answering system.

The overall architecture of the proposed question-
answering model is shown in Figure 4.

Figure 4: Sample Result from BERT Model

The block diagram illustrates a question-answering sys-
tem that incorporates a reader-retriever architecture with
BERT model and a Large Language Model (LLaMA). Ini-
tially, when a query is input, it goes through a Retriever
module, where multiple documents are encoded into vec-
tors, as is the query. These vectors are then matched in a
vector space to determine their relevance to the query. The
system selects the top ’n’ most relevant documents based on
this matching. Following this, a specialized Reader module
takes over, formulating a new query for the Reader based
on the initial query and information from the selected doc-
uments. The Reader evaluates these documents and ex-
tracts potential answers. These answers are then output
as candidates, which are passed to the LLaMA module for
further refinement. The system’s design aims to combine
the strengths of both the reader-retriever BERT model for
efficiently sifting through large volumes of text and the ad-
vanced language understanding capabilities of LLaMA to
provide accurate and contextually relevant answers.

4 EXPERIMENTAL RESULTS
AND EVALUATION

This section includes the examination and assessment of the
ALBERT, DistilBERT, StructBERT, and RoBERTa BERT
models. Retraining and fine-tuning of different BERT mod-
els for the question-answering process were initially carried
out. The model was further improved by combining each
BERT model with a hybrid Reader-Retriever pipeline de-
sign. The experiment’s sample result is shown in Figure
5.

The performance analysis of different BERT models with
reader retriever pipeline is shown in Table 1.

Table 1: Performance Analysis of Different BERT
Models

Models Precision Recall F1 Score
ALBERT 0.45 0.7 0.7402

DistilBERT 0.6 0.41 0.6928
StructBERT 0.88 0.80 0.8419
RoBERTa 0.93 0.80 0.8645

The RoBERTa model with Reader-Retriever pipeline de-
sign has a higher F1 score than any other model. The sys-



Figure 5: Architecture of BioQA-BERT

Figure 6: F1 Score and Processing Speed of Different BERT
Models

tem’s performance analysis graph in terms of speed and F1
score is shown in Figure 6.

The graphs demonstrate that DistilBERT had the fastest
processing speed and RoBERTa had the best performance,
with an F1 score of 0.8645. To improve the accuracy and
efficiency of the answer the LLaMA is prompted with the
result from BERT model along with probable prompting.
The model will generate more relevant and precise answers
for the query. The final sample results obtained from the
LLaMA model as shown below.

The integration of LLaMA into the optimized BERT
model increased the system performance. The performance
evaluation of the BioQA-BERT model with and without the
incorporation of LLaMA is shown in Table 2.

The hyper-parameters used during fine-tuning are shown
in Table 3.

Figure 7: Final Results from the Model

Table 2: Performance Analysis of BioQA-BERT
Model
Models Precision Recall F1 Score
BERT(With out
LLaMA)

0.93 0.80 0.8645

BioQA-BERT
(with LLaMA)

0.88 0.92 0.9028

After a thorough analysis, the findings show a significant
improvement in the retrieved answers’ accuracy. This im-
provement highlights the effectiveness of our BioQA-BERT
model and demonstrates its capacity to offer more accurate
and pertinent answers to user inquiries. The model’s
ability to handle complex linguistic aspects is a result of
the synergistic cooperation of LLaMA with BERT, which
makes it an invaluable tool in the Question Answering
process.

5 CONCLUSION AND FUTURE
SCOPE

This research introduces the BioQA-BERT model with
RoBERTa along with the integration of LLaMA Large
Language Model into our pre-existing BERT framework.
The objective is to provide more precise and effective an-
swers to users’ inquiries, especially within the health sector.
LLaMA, enhances the linguistic accuracy and robustness of
the model, contributing significantly to its performance.

The introduction of LLaMA into our BioQA-BERT
model aims to capitalize on its capabilities for accurate
Question Answering in the Malayalam language. LLaMA
is fine-tuned using a specialized Malayalam health data set
MQuAD, resulting in a remarkable 4% increase in over-
all accuracy. The BioQA-BERT model achieves an out-
standing F1 score of 0.9028, highlighting its efficacy in ac-
curately addressing health-related queries in the Malayalam
language.



Table 3: Parameters Used for Fine Tuning
Hyper Parame-

ter
Value

Learning Rate 3e-5
Number of Epochs 3
Warm up steps 555
Input Sequence
Length

256

Weight Decay 0.01

This study explored semantic-level question-answering
within the health domain, marking significant progress
while identifying numerous opportunities for future en-
hancements. Future research directions include incorpo-
rating advanced semantic methods and technologies to
broaden the research scope and improve system perfor-
mance. Despite the model’s strong performance in health-
related queries, there’s a recognized need to extend its ca-
pabilities to open-domain questioning, thereby increasing
its versatility and utility across a wider array of inquiries.

Additionally, considering India’s linguistic diversity, ex-
panding the system to support multiple Indian languages
will make it more inclusive and accessible. Plans to in-
volve integrating multi-modal capabilities, such as speech
recognition, and enhancing user interaction through senti-
ment analysis and emotional awareness, aiming for empa-
thetic responses. Moreover, efforts will be made to increase
transparency in the system’s reasoning processes to build
user trust. Actively seeking user feedback is also a critical
part of the strategy, ensuring continuous refinement and
evolution of the system to meet users’ changing needs and
expectations.

In conclusion, all of these research study work focuses
on developing a more sophisticated, dependable, and user-
friendly system that adapts easily to the needs and prefer-
ences of its users.
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